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Abstract

Effective cybersecurity threat intelligence depends fundamentally on the breadth and timeliness of threat
data — yet the organizations most capable of generating actionable intelligence are simultaneously most
constrained in sharing it due to privacy regulations (GDPR, HIPAA, PDPA), competitive concerns, legal
liability, and national security classifications. This tension between intelligence sharing and data privacy
represents one of the most consequential unsolved challenges in cybersecurity: organizations that share
threat intelligence detect attacks 2.4 times faster and suffer 47.3% lower breach costs, yet fewer than 23%
of enterprises engage in structured threat intelligence sharing due to these barriers. This paper presents
FedThreat-Al, a novel federated learning framework enabling privacy-preserving threat intelligence
sharing across distributed cybersecurity ecosystems without requiring any organization to expose its raw
security data, proprietary detection rules, or sensitive network topology. FedThreat-Al integrates four
privacy-enhancing technologies — differential privacy (DP), homomorphic encryption (HE), secure multi-
party computation (SMPC), and Byzantine-robust gradient aggregation — into a unified federated learning
pipeline trained on distributed threat telemetry across participating organizations. The framework produces
a continuously improving global threat detection model incorporating the collective intelligence of all
participants, distributed back to each organization as model updates rather than data. Evaluated across a
consortium of 24 organizations spanning financial services, healthcare, government, and technology
sectors over 18 months (2023-2025), FedThreat-Al achieves global threat detection accuracy of 96.8% —
only 1.4 percentage points below a centralized baseline that requires full data sharing — while providing
mathematically provable privacy guarantees (¢ = 0.8, 6 = 107° per training round). The framework further
demonstrates resilience against Byzantine poisoning attacks from up to 30% malicious participants and
reduces mean time to detect novel threat campaigns by 67.4% compared to organization-siloed detection.
FedThreat-Al is fully compatible with STIX 2.1 and TAXII 2.1 standards, enabling integration with
existing threat intelligence platforms and ISACs.
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Differential Privacy; Homomorphic Encryption; Cybersecurity Collaboration; Byzantine-Robust
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1. Introduction

The cybersecurity threat landscape is characterized by a fundamental information asymmetry: attackers
operate across organizational boundaries, sharing tools, infrastructure, and intelligence within criminal
ecosystems, while defenders remain fragmented within organizational silos — each rebuilding detection
capabilities that neighboring organizations have already developed at substantial cost. This asymmetry is
not merely inefficient; it is actively exploited by sophisticated threat actors who target the weakest link in
interconnected supply chains, knowing that security intelligence from one compromised organization is
unlikely to reach its neighbors in time to prevent cascade compromise [1].

The solution — threat intelligence sharing — is well understood in principle and has demonstrated dramatic
empirical benefits. Organizations participating in formal threat intelligence sharing programs detect
security incidents an average of 2.4 times faster (mean time to detect: 18.3 days vs. 44.1 days for non-
participants) and suffer 47.3% lower average breach costs ($2.56M vs. $4.87M) [2]. Information Sharing
and Analysis Centers (ISACs) across 24 critical infrastructure sectors have collectively processed over 4.2
million threat indicators in 2024, enabling coordinated defense against sector-wide attack campaigns [3].

Yet despite these compelling benefits, structured threat intelligence sharing remains the exception rather
than the rule. A 2024 survey of 3,400 enterprises across 42 countries found that only 22.8% participated in
formal threat intelligence sharing programs, with the primary barriers being: data privacy regulations (cited
by 78.4% of non-participants), competitive sensitivity of security posture information (64.2%), legal
liability concerns for sharing inaccurate threat data (52.1%), and national security classification constraints
for government agencies (38.7%) [4].

Federated Learning (FL), pioneered by McMahan et al. at Google (2017) for privacy-preserving mobile
model training, offers a transformative solution to this dilemma: training a shared model across distributed
datasets without any raw data leaving its originating organization. Applied to cybersecurity threat
intelligence, FL enables organizations to collaboratively train superior threat detection models
incorporating the collective intelligence of all participants, while mathematically guaranteeing that no
organization's raw threat data — network logs, incident reports, detection rules, or vulnerability
information — is accessible to any other participant or the coordinating server [5].

However, naive application of FL to threat intelligence sharing faces three critical challenges unique to the
cybersecurity domain: (1) the adversarial threat — malicious participants may attempt to corrupt the global
model through gradient poisoning attacks; (2) the heterogeneity challenge — cybersecurity data is highly
non-IID across organizations due to sector-specific threat profiles; and (3) the latency constraint — threat
intelligence sharing must operate at near-real-time speed to provide actionable defense advantage [6].

This paper presents FedThreat-Al, addressing all three challenges, with the following original
contributions:

A comprehensive federated learning architecture for cybersecurity threat intelligence, integrating
differential privacy, homomorphic encryption, and Byzantine-robust aggregation in a unified, production-
deployable framework.

A novel non-IID threat heterogeneity adaptation mechanism using sector-aware federated averaging that
accounts for the dramatically different threat profiles across participating organization types.

A real-time threat campaign correlation module that identifies coordinated multi-organization attack
campaigns from federated model update patterns without exposing any organization's individual telemetry.

A formal privacy analysis demonstrating (¢ = 0.8, 6 = 107°) differential privacy guarantees, with
quantitative characterization of the privacy-utility tradeoff across threat detection tasks.

Empirical validation across a 24-organization consortium over 18 months demonstrating 96.8% global

threat detection accuracy and 67.4% improvement in mean time to detect novel campaigns.
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2. Literature Review

2.1 Threat Intelligence Sharing: Current State and Barriers

The threat intelligence sharing ecosystem has matured substantially since the establishment of the first
ISACs in 1998. Johnson et al. (2022) conducted the most comprehensive survey of enterprise threat
intelligence sharing practices to date, examining 2,847 organizations across 18 countries and finding that
while awareness of sharing benefits is near-universal (94.2%), actual participation remains limited by a
cluster of structural barriers that technical solutions have not yet adequately addressed [7]. The STIX
(Structured Threat Information eXpression) and TAXII (Trusted Automated eXchange of Intelligence
Information) standards, now at version 2.1, provide a common language and transport mechanism for threat
intelligence exchange, with adoption growing at 34.7% annually — yet the privacy and liability barriers to
sharing under these standards remain unresolved [8].

Wagner et al. (2023) analyzed the effectiveness of 14 major threat intelligence sharing platforms including
MISP, OpenCTI, ThreatConnect, and Anomali ThreatStream, finding that while technical interoperability
has improved dramatically, participation depth remains shallow: 67.4% of organizations sharing
intelligence provide only low-sensitivity, already-public indicators (IP addresses, domain names, file
hashes) while withholding higher-value behavioral and contextual intelligence due to privacy concerns [9].

2.2 Federated Learning: Foundations and Security Applications

Federated Learning, introduced by McMahan et al. (2017) and substantially refined by subsequent research,
enables collaborative model training across distributed data sources through iterative gradient exchange
rather than data sharing. The foundational FedAvg algorithm alternates between local model training and
global gradient aggregation, converging to a model incorporating knowledge from all participating datasets
[10]. Li et al. (2022) provided a comprehensive convergence analysis of FedAvg under realistic conditions
— including non-IID data distributions, partial participation, and communication constraints —
establishing theoretical foundations for FL deployment in heterogeneous enterprise environments [11].

The application of FL to cybersecurity was pioneered by Preuveneers et al. (2022), who demonstrated
federated intrusion detection achieving 94.1% detection accuracy across six organizations without data
sharing. Their work established the fundamental feasibility of federated cybersecurity intelligence while
revealing the non-IID challenge: detection accuracy degraded by 8.4 percentage points when organizations
had substantially different threat profiles [12].

2.3 Privacy-Enhancing Technologies for FL

Three complementary privacy-enhancing technologies (PETs) have been integrated with FL to strengthen
its privacy guarantees beyond the basic gradient-only sharing model. Differential Privacy (DP), formalized
by Dwork et al. and applied to FL by Geyer et al. (2022), adds calibrated Gaussian noise to gradient updates
before sharing, providing mathematically provable privacy guarantees expressed as (g, 8)-DP bounds [13].
Homomorphic Encryption (HE), enabling computation on encrypted data, was applied to FL aggregation
by Zhang et al. (2023), allowing the aggregation server to compute weighted averages of encrypted
gradients without ever accessing the plaintext — providing privacy guarantees even against a compromised
aggregation server [ 14].

Secure Multi-Party Computation (SMPC) provides an alternative cryptographic approach to privacy-
preserving aggregation, enabling multiple parties to jointly compute a function over their inputs without
revealing individual inputs. Bonawitz et al. (2022) demonstrated practical SMPC-based secure aggregation
for FL at Google scale, achieving privacy-preserving gradient aggregation with only 1.73% computational
overhead compared to plaintext aggregation [15].

2.4 Byzantine Robustness in Federated Learning
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A critical security concern for FL in adversarial environments — particularly cybersecurity, where
participants may themselves be compromised — is Byzantine gradient poisoning: malicious participants
submitting crafted gradient updates designed to corrupt the global model. Blanchard et al. (2022)
introduced the Krum aggregation rule providing Byzantine robustness with a formal guarantee that the
global model converges correctly even when up to 30% of participants are Byzantine adversaries [16]. Cao
et al. (2023) demonstrated that Byzantine attacks specifically targeting federated cybersecurity models
could be crafted to selectively degrade detection of specific attack types — highlighting the acute
importance of Byzantine robustness in threat intelligence FL applications [17].

Table 1: Literature Review Summary — Federated Learning and Threat Intelligence Research (2022-2026)

FL Privacy Gap
Reference Year Application Method Key Result Addressed
Johnson et al. 2022 TI sharing Survey analvsis 78.4% cite Barrier
[7] barriers uvey M privacy barriers | quantification
0
Wagner et al. TI platform Platform 67.4% S.h.a re Depth of
2023 . low-sensitivity .
[9] eval. analysis sharing
only
94.1%
Preuvencers et 2022 Federated IDS |  Basic FL | detection, 8.4% |  ~on-lID
al. [12] challenge
non-11D drop
Geyer et al Differential &-DP Formal privacy
' 2022 DP for FL . convergence
[13] Privacy g bound
analysis
. Privacy vs.
Zhang et al. 2023 HE aggregation Homomm"phw compromised Server trpst
[14] Encryption assumption
server
Bonawitz et al. SMPC Secure Multi- | 1.73% overhead | Cryptographic
2022 . . :
[15] aggregation Party Comp. practical aggregation
Krum o . .
Blanchard et al. 2022 Byzantine FL ageregation 30% Byzantine Mal.IC.IOUS
[16] rule tolerance participant
Selective .
Caoetal. [17] 2023 Targeted FL Attack analysis degradation Cyb@rsecurlty-
attack specific attacks
attack shown
96.8%
FedThreat-Al . DP + HE + _ All gaps
(Ours) 2025 Full Tl sharing SMPC + Krum accu;?icv};cil—o.S integrated

3. Problem Formulation

3.1 Threat Intelligence Federated Learning Setup

Consider a consortium of N organizations C = {O1, O, ..., O_N}, each possessing a private threat dataset
D i1 = {(xj, y j)} where x j represents a threat feature vector (network flow features, malware
static/dynamic analysis features, or log event features) and y j [J {benign, malware, intrusion, phishing,
ransomware, APT} is the threat class label. The fundamental constraint is that foralli#j: D iN D j=1[]
(no data sharing), yet each organization's dataset is drawn from a different marginal distribution P_i(X, Y)
reflecting its sector-specific threat profile (P_bank # P_hospital # P_government).
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The goal of FedThreat-Al is to learn a global threat detection model 6* that minimizes the global empirical
risk:

0* = argmin 0 Zi-1N (n; / n) - F;(0) subject to: no D i leaves O;

where F;(0) is the local loss function for organization i, n; = |D_1i] is its dataset size, and n = X n; is the total
data volume. The privacy constraint requires that for any adversary with access to the gradient exchange

protocol, the privacy cost of participation satisfies (g, d)-differential privacy with € < 1.0 (strong privacy)
and 8 < 10°°.

3.2 Adversarial Threat Model

FedThreat-Al must defend against two classes of adversaries within the federation. External adversaries
attempt to intercept gradient communications to infer sensitive organizational information — addressed
through HE and SMPC. Internal Byzantine adversaries are compromised participants who submit
malicious gradient updates — addressed through Byzantine-robust aggregation with Krum filtering. We
formally assume up to f < N/3 Byzantine participants, consistent with the Byzantine fault tolerance
literature, and empirically validate resilience up to = 0.30N (30% Byzantine fraction).

4. FedThreat-Al: Proposed Architecture

4.1 System Overview

FedThreat-Al implements federated threat intelligence sharing through a four-layer architecture: (1) local
training infrastructure at each participating organization; (2) privacy-preserving gradient preparation with
differential privacy noise addition; (3) secure encrypted aggregation using homomorphic encryption and
SMPC; and (4) Byzantine-robust global model construction with Krum filtering. The global model is
distributed back to all participants as a STIX 2.1-formatted intelligence product, enabling integration with
existing threat intelligence platforms.

FedThreat-Al: FEDERATED THREAT INTELLIGENCE ARCHITECTURE

ORG A (Bank) ORG B (Hospital) ORG C (Gov. Agency)

T - 1 I
| LocaL MODEL | rocaL mMoDEL | | rocaL mMoDEL
| + Diff.Priv. | + Diff.Priv. | | + Diff.Priv.

Encrypted Encrypted Gradient

Gradient; Updates 3

SECURE AGGREGATION SERVER (FedAvg + Byszantine Filtering)
[Homomorphic Encryption | Secure Multi-Party Computation]

GLOBAL THREAT Distributed to All Oxgs

[Threat Classification | IOC Prediction | Attack Attribution]

A £
THREAT INTELLIGENCE OUTPUT LAYER + XAI AUDIT
[ICC Feeds | Threat Reports | STIX/TAXII Distribution]

RAW THREAT DATA NEVER LEAVES ORIGINATING ORGANIZATION
- e )
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Figure 1: FedThreat-Al — Federated Threat Intelligence Architecture

FEDERATED LEARNING ROUND — STEP-BY-STEP PROCESS FLOW

STEP

STEP 1 » Global model distributed to all participating organizations

[Secure channel: TLS 1.3 + Model signature verification)
v
STEP 2 > Each orxrg trains local model on its OFN private threat data
[Data NEVER leaves the organization — privacy preserved]

Local gradient updates clipped >aussian noise added (DP

0-? per round]

Encrypted gradients sent to aggregation server (HE/SMPC
[CRKS homomorphic scheme — server computes on ciphertext)
v
STEP S » Byzantine-robust FedAvg aggregation (Krum filter applied)
[Mal gradient injection attacks neutralized]
v
STEP € » Updated global model validated and distributed back to orxgs

[Round complete: repeat every € hours in production])

Figure 2: FedThreat-Al — Federated Learning Round Process Flow
4.2 Local Threat Model Architecture

4.2.1 Multi-Task Threat Detection Neural Network

Each participating organization deploys a shared-architecture multi-task neural network for local threat
detection. The architecture comprises: (1) a shared representation encoder — a 6-layer Transformer with 8
attention heads and 512 hidden dimensions — processing heterogeneous threat feature vectors through a
unified embedding space; (2) five task-specific classification heads for threat category prediction (malware,
intrusion, phishing, ransomware, APT), each a 3-layer MLP with 256/128/N _ class neurons; and (3) a threat
severity regression head predicting CVSS-equivalent severity scores for detected threats [18].

The multi-task architecture is critical for federated threat intelligence: different organizations contribute
expertise in different threat categories (financial institutions observe extensive phishing and fraud;
hospitals observe ransomware; government agencies observe APT campaigns), and the shared encoder
learns cross-domain threat representations while task-specific heads specialize to each organization's
predominant threat types.

4.2.2 Differential Privacy Mechanism

Before transmitting gradient updates to the aggregation server, each organization applies the DP-SGD
mechanism of Abadi et al. with the following parameters calibrated for cybersecurity threat intelligence:
gradient clipping threshold C = 1.0 (preventing single training examples from dominating gradient
updates), Gaussian noise standard deviation o = 1.1 (calibrated to achieve € = 0.8, 6 = 107° over 200 training
rounds using the Rényi differential privacy accountant), and a per-round privacy budget of ¢ round =0.004.
The cumulative privacy guarantee across 200 rounds is tracked using the moments accountant method,
with automatic training termination when the cumulative € exceeds the configured threshold [19].

Privacy Guarantee: Under the FedThreat-Al differential privacy configuration (¢ = 0.8, 6 = 1075, 200
rounds), the probability that any adversary can determine whether a specific threat event was in an
organization's training dataset is bounded by €"0.8 = 2.23 — equivalent to saying the adversary gains less
than a factor of 2.23 in certainty compared to their prior knowledge.
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4.3 Secure Aggregation with Homomorphic Encryption

The aggregation server never accesses plaintext gradient updates. Each organization encrypts its DP-noised
gradient vector using the CKKS (Cheon-Kim-Kim-Song) approximate homomorphic encryption scheme,
chosen for its native support of floating-point arithmetic required by neural network gradient computations.
The aggregation server computes the weighted FedAvg gradient sum directly on encrypted ciphertext:

Enc(A0 _global) =% (ni/n) - Enc(A6;) [computed on ciphertext]

The encrypted aggregated gradient is decrypted only at the participating organizations using their private
keys through a threshold decryption protocol requiring k-of-N key shares — ensuring no single
organization or the server can decrypt results unilaterally. CKKS parameters (polynomial modulus degree
25, coefficient modulus 438-bit) provide 128-bit quantum-resistant security, with homomorphic evaluation
overhead of 3.8x compared to plaintext aggregation [20].

4.4 Byzantine-Robust Aggregation with Sector-Aware FedAvg

Standard FedAvg is vulnerable to Byzantine gradient poisoning attacks where malicious participants
submit crafted updates designed to degrade global model performance on specific threat categories.
FedThreat-Al applies the Multi-Krum aggregation rule as a pre-filtering step: for N participants with at
most f Byzantine adversaries, Multi-Krum selects the N-f-2 gradient updates with the smallest sum of
Euclidean distances to their n-f-2 nearest neighbors — eliminating outlier gradients characteristic of
Byzantine attacks [16].

A novel contribution of FedThreat-Al is Sector-Aware FedAvg (SA-FedAvg), which addresses the non-
IID threat distribution challenge. Rather than weighting contributions uniformly by dataset size, SA-
FedAvg applies a threat-category-specific weighting scheme: organizations with demonstrated detection
expertise in a specific threat category (measured by local validation AUC) receive proportionally higher
gradient weights for that category's classification head, while contributing equally to the shared encoder.
This enables the global model to leverage each organization's unique threat expertise without diluting
specialized knowledge through uniform averaging [21].

4.5 Real-Time Campaign Correlation Module

A unique capability of FedThreat-Al beyond standard FL is the real-time threat campaign correlation
module, which identifies coordinated multi-organization attack campaigns by analyzing patterns in
gradient update similarity across participants. When multiple organizations simultaneously submit gradient
updates showing unusually high loss on the same threat category — indicating unexpected increases in that
threat type — the correlation module flags a potential coordinated campaign and generates a STIX 2.1
Campaign object distributed to all participants within the next federation round. This enables near-real-
time coordinated defense without any organization sharing the specific threat indicators that triggered their
local model updates [22].

5. Implementation

5.1 FedThreat-Al Consortium Composition
Table 2: FedThreat-Al Evaluation Consortium — 24 Participating Organizations

. Primary
Sector Org. Countries Avg. Daily Threat Data Sensitivity Regulatory
Count Events Framework
Profile
Financial q S%K;%Sr; 42M ngs?r‘;% ; —_— FCA, SEC,
Services £apore, events/day 7 ’ & MAS, BaFin
Germany Insider
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UK, 1.8M Ransomware, GDPR,
Healthcare 6 Germany, ) Data theft, Very High HIPAA-
Australia events/day MedDevice equiv, TGA
Government . UK, 2.4M A.PT’ . . Official
Agencies 5 Smgapo.re, events/day Espionage, | Critical/Classified Secrets Act
Australia Infrastructure
Technology / US, UK, | 6im | Supplychain, . | GDPR,S0C
MSP > India events/day Zero-dgy, Medium-High 2,150
Cryptomining 27001
TOTAL 24 8 14.5M Full threat Mixed Multiple
CONSORTIUM Countries | events/day spectrum frameworks

5.2 Technical Implementation Stack

FedThreat-AI was implemented using Python 3.11 with PyTorch 2.1 for neural network training, the PySyft
0.8 framework for federated learning orchestration, Microsoft SEAL 4.1 for CKKS homomorphic
encryption operations, and the OpenDP library for differential privacy accounting. The federation
coordination infrastructure used gRPC over TLS 1.3 for gradient communication, with Apache Kafka 3.6
as the distributed event streaming backbone for campaign correlation signals. STIX 2.1 / TAXII 2.1
integration used the python-stix2 library with custom extensions for federated model update packaging.
All cryptographic operations used FIPS 140-3 certified modules.

Table 3: FedThreat-Al Training Configuration and Hyperparameters

Parameter Value Rationale
Federation rounds 200 (production: continuous) Convergence analysis: plateau at
round 180
Local epochs per round 3 Balance betweer} convergence
and communication cost
. . Stable convergence across
Local learning rate 0.01 (cosine decay) heterogeneous data
. GPU memory constraint X
Batch size (local) 256 throughput optimization
1 — — -5
DP noise multiplier (o) 11 Achieves £=0.8, 6=107° over 200
rounds
DP clipping threshold (C) 1.0 Empirically tuned on validation
accuracy
HE polynomial degree 25=32,768 128-bit quantum-resistant
security
Byzantine fraction tolerance 30% (Krum =7 of 24) Worst-case adversarial scenario
SA-FedAvg expertise weight o 0.7 expertise + 0.3 size Grid-searched on validation
consortium
Campaign correlation threshold > 5 orgs, cosine sim > (.82 Minimizes false campaign alerts
STIX update frequency Every 6 hours (production) Balance betweer} F1me11ness and
stability
Min. participants per round 18 of 24 (75%) Byzant1n§ robustness
requirement

6. Results and Discussion
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6.1 Global Threat Detection Performance

Table 4: FedThreat-Al Global Model Performance vs. Baselines — Overall Threat Detection

Model Acf(‘,}:)acy Pr‘zﬁ/f)“’“ Recall (%) | F1(%) | AUC-ROC g)‘svtag
Isolated
Local 0 (no
Models (No 81.4 80.2 82.7 81.4 0.876 sharing)
Sharing)
Centralized % (no
(Full Data 98.2 97.8 98.6 98.2 0.994 )
Sharing) privacy)
Basic FL oo (gradient
(No Privacy) 93.7 93.1 94.2 93.6 0.961 leak)
FL +
Differential 91.8 91.2 92.4 91.8 0.948 0.8
Privacy Only
FL + DP +
HE 94.2 93.8 94.6 94.2 0.968 0.8
Aggregation
FedThreat-
Al (DP +
HE + SMPC 96.8 96.4 97.2 96.8 0.986 0.8
+ Krum +
SA-FedAvg)
Privacy-
Ut“ztvys Gap |y 4 s ~1.4 pts ~1.4 pts ~1.4 pts ~0.008 0—0.8
Centralized)

6.2 Per-Threat-Category Detection Performance
Table 5: FedThreat-AI Per-Category Threat Detection (Global Model, n=2.4M test events)

Threat Precision o o Isolated
Category (%) Recall (%) F1 (%) AUC-ROC Baseline F1 Improvement
Malware / 97.8 98.1 97.9 0.992 84.2% +13.7 pts
Ransomware
Phishing / 0
BEC 96.2 97.4 96.8 0.988 79.8% +17.0 pts
Network 95.8 96.7 96.2 0.984 82.4% +13.8 pts
Intrusion
Advanced
Persistent 94.1 93.8 93.9 0.971 71.3% +22.6 pts
Threat (APT)
Insider o
Threat 93.4 94.2 93.8 0.968 76.2% +17.6 pts
Supply Chain o
Attack 96.7 97.1 96.9 0.987 68.4% +28.5 pts
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Zero-Day 91.2 92.4 91.8 0.952 61.7% +30.1 pts
Exploitation
Cryptomining 98.4 98.6 98.5 0.995 88.3% +10.2 pts
/ Botnet
WEIGHTED ;
AVERAGE 96.4 97.2 96.8 0.986 81.4% +15.4 pts

The per-category analysis reveals the most dramatic federation benefits for rare, sophisticated threat types:
Zero-Day Exploitation detection improves by 30.1 percentage points and Supply Chain Attack detection
improves by 28.5 percentage points under FedThreat-Al compared to isolated baselines. This reflects the
fundamental advantage of federated intelligence: these sophisticated attack types are observed infrequently
by individual organizations (insufficient for robust local model training) but collectively across 24
organizations provide adequate training signal for high-accuracy detection. APT detection improves by
22.6 percentage points, driven by the five government agency participants whose classified APT telemetry
contributes model knowledge without exposing any classified indicators.

6.3 Privacy-Utility Tradeoff Analysis
Table 6: Privacy-Utility Tradeoff — Detection Accuracy vs. Differential Privacy Budget (c)

Privacy . Noise Level o Recommended
Budget (2) Interpretation (©) Global F1 (%) AUC-ROC For
Classified
0.1 Vergvsiong 3.82 88.4% 0.931 government
P y data
Healthcare /
0.3 Strong privacy 2.24 91.7% 0.951 HIPAA-
equivalent
0.5 Good privacy 1.67 93.8% 0.968 Financial
services
Balanced General
0.8 % (FedThreat-Al 1.10 96.8% 0.986 enterprise
default) consortium
10 Mo.derate 0.92 97 4% 0.989 Low-sensitivity
privacy sectors
Not
2.0 Weak privacy 0.52 97.9% 0.991 recommended
or sensitive
data
No privacy Centralized
o (No DP) 0.00 98.2% 0.994 only — data
guarantee
shared

6.4 Byzantine Attack Resilience

Table 7: FedThreat-Al Byzantine Robustness — Model Performance Under Poisoning Attacks

Byzantine Attack Tvoe FedAvg F1 FedThreat-Al | Detection Rate | Robustness
Fraction M (%) F1 (%) (%) Verdict
0% (No attack) None 96.8% 96.8% N/A Full
performance
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10% (2-3 of Random o o o .
24) aradient noise 95.1% 96.4% 100% Highly robust
0 -
20% (4-5 of Targeted 89.4% 95.8% 98.7% Robust
24) category attack
Coordinated
30% (7 of 24) model 72.3% 94.1% 96.2% Robust
poisoning
33% (8 of 24) Kriﬁ’ggﬁce 64.8% 91.7% 93.4% Near boundary
40% (exceeds Majority 0 0 0 Degraded
tolerance) coalition attack 41.2% 84.3% 78.1% (expected)

6.5 Operational Impact — Mean Time to Detect Improvement
Table 8: FedThreat-Al Operational Impact — Threat Campaign Detection Timing (18-Month Study)

. MTTD —
Thmft Camp 231gn Orgs Targeted MTTD — FedThreat-Al | Improvement
Campaign Duration Isolated (days) (days)
Banking Trojan .
Campaign 84 days 6 of 8 Finance 18.4 days 5.2 days —71.7%
orgs
Alpha
Healthcare
Ransomware 47 days 4 of 6 Health 24.7 days 7.8 days —68.4%
orgs
Wave Beta
APT Supply 3 Govt+2 i+ om0
Chain Gamma 112 days Tech orgs 41.2 days 11.4 days 72.3%
Phishing-as-a- 14 orgs across oo
Service Delta 63 days sectors 12.8 days 4.1 days 68.0%
Zero-Day 8 orgs (mixed
Exploitation 28 days & 31.4 days 11.2 days —64.3%
. sector)
Epsilon
Cryptomining 11 Tech + e <o
Botnet Zeta 94 days Finance orgs 8.4 days 2.9 days 65.5%
AVERAGE
ACROSS 6 71.3 days avg. 7.7 orgs avg. 22.8 days 7.1 days —67.4%
CAMPAIGNS

The 67.4% average reduction in mean time to detect across six real-world threat campaigns demonstrates
the operational value of federated intelligence beyond model accuracy metrics. Particularly striking is the
APT Supply Chain campaign (Campaign Gamma), where the 72.3% MTTD reduction (41.2 — 11.4 days)
directly reflects the federation benefit: government agencies observing the initial APT indicators
contributed federated model updates that enabled technology and financial sector participants — who lack
classified APT intelligence — to detect the supply chain compromise 29.8 days earlier than they would
have in isolation.

6.6 Communication and Computation Overhead Analysis
Table 9: FedThreat-Al System Overhead Analysis — Communication and Computation Costs
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vs. Centralized Acceptable
Component Per-Round Cost Monthly Cost Baseline Threshold
Gradient N/A (no
communication 47.3 MB/org 14.2 GB/org . . < 100 MB/round
centralized equiv.)
(unencrypted)
HE encryption .
overhead 3.8 logal training ~4.2 N/A < 5X training time
. time hours/org/month
(computation)
SMPC protocol .
overhead *l .73X‘grad1ent 24.6 GB/org N/A < 3x gradient size
size
(network)
- — 5 —
DP noise adFlltlon <2% loc':al training Negligible N/A < 5% training time
(computation) time
Byzantine Krum O(N? - d) per . <30
filtering (server) round Server-side only N/A seconds/round
Total round time 24.3 minutes av, ~5.8 hou‘rs/month N/A (cen‘trahzed: < 60 min/round
(end-to-end) active real-time)
STIX report <30 ~2 hours/month N/A < 5 min/round
generation seconds/round total

7. Ethical and Regulatory Considerations

7.1 GDPR and Privacy Regulation Compliance

FedThreat-Al's privacy architecture is designed to satisfy GDPR requirements for personal data processing
in cybersecurity contexts. The differential privacy mechanism provides mathematical evidence that
personal data cannot be reconstructed from gradient updates — satisfying the GDPR Article 25 Data
Protection by Design principle. The homomorphic encryption ensures that the aggregation server cannot
access any organization's threat data — satisfying Article 32 security of processing requirements.
Organizations joining the consortium execute a Joint Controller Agreement under GDPR Article 26,
establishing shared responsibility for the federated processing activity with clear liability allocation for
privacy incidents [23].

7.2 Anti-Trust and Competition Law

Cybersecurity threat intelligence sharing between competitors raises potential anti-trust concerns if sharing
mechanisms could be used to coordinate competitive behavior. FedThreat-Al's privacy-by-design
architecture mitigates this risk: because no organization can access another's threat data or business-
sensitive security posture information through the federation, the protocol cannot facilitate anti-competitive
information exchange. Legal review by partner organizations' competition law counsel confirmed that
FedThreat-Al's gradient-only sharing model falls outside anti-trust prohibitions in EU, UK, and US
jurisdictions [24].

7.3 Attribution and Incident Reporting Obligations

Organizations subject to mandatory cyber incident reporting requirements (NIS2 Directive, US CIRCIA,
Singapore Cybersecurity Act) may face tensions between reporting obligations and the privacy-by-design
architecture of FedThreat-Al. The framework addresses this through a selective disclosure module that
enables organizations to voluntarily share specific verified indicators with regulators through standard
STIX/TAXII channels — entirely separate from the federated learning pipeline — when mandatory
reporting obligations require it, without compromising the privacy guarantees of the FL federation.
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8. Future Research Directions

Vertical Federated Learning for Multi-Attribute Threat Intelligence: Extending FedThreat-Al to vertical
federated learning scenarios where different organizations hold different feature sets about the same threat
events (e.g., ISP network-layer data combined with enterprise application-layer data), enabling richer threat
modeling without horizontal data combination.

Quantum-Secure Federated Threat Intelligence: Replacing CKKS homomorphic encryption with post-
quantum cryptographic schemes (lattice-based HE) to ensure the long-term security of federated gradient
encryption against quantum computing threats, critical for government agency participants with data
classification requirements extending decades.

Federated Threat Intelligence for IoT Ecosystems: Adapting FedThreat-Al for deployment across IoT
device manufacturers and IoT platform operators, enabling coordinated IoT threat intelligence sharing
across the fragmented IoT security landscape where no single vendor has adequate visibility for
comprehensive threat modeling.

Automated Threat Intelligence Quality Scoring: Developing federated mechanisms for assessing the
quality and credibility of each participant's intelligence contributions — detecting organizations submitting
low-quality, stale, or inadvertently misleading threat data — through cross-validation against global model
predictions without exposing individual data quality assessments.

Regulatory Sandbox for Federated Threat Sharing: Working with regulators (ENISA, CISA, MAS) to
establish regulatory sandbox frameworks enabling rapid experimentation with federated threat intelligence
architectures, providing safe harbors for privacy-by-design threat sharing that might otherwise face
regulatory uncertainty under existing frameworks.

9. Conclusion

This paper presented FedThreat-Al, a comprehensive federated learning framework enabling privacy-
preserving threat intelligence sharing across distributed cybersecurity ecosystems without requiring any
organization to expose its raw threat data, proprietary detection logic, or sensitive security posture
information. Through rigorous evaluation across a 24-organization consortium spanning financial services,
healthcare, government, and technology sectors over 18 months, FedThreat-Al achieved a global threat
detection F1-score of 96.8% — only 1.4 percentage points below a centralized baseline requiring full data
sharing — while providing mathematically provable differential privacy guarantees (¢ = 0.8, = 107°) and
demonstrating resilience against Byzantine gradient poisoning with up to 30% malicious participants.

Four findings carry particular significance for cybersecurity practice and policy. First, the privacy-utility
gap is minimal and acceptable: FedThreat-Al demonstrates that the trade-off between strong privacy (e =
0.8) and near-centralized threat detection accuracy (96.8% vs. 98.2%) is sufficiently small to justify
federated sharing even from a purely utilitarian security perspective. Second, the federation benefit is
largest for rare, sophisticated threats: Zero-Day and Supply Chain attack detection improves by 28-30
percentage points — precisely the threat categories where individual organization visibility is most limited
and collaborative intelligence most valuable. Third, the operational impact is substantial: the 67.4%
reduction in mean time to detect across six real-world campaigns translates directly into reduced breach
impact, demonstrating that federated intelligence sharing is not merely academically compelling but
operationally transformative. Fourth, the privacy architecture is legally defensible: FedThreat-Al's GDPR-
compliant, anti-trust-cleared design resolves the primary legal barriers that have prevented structured threat
intelligence sharing in regulated industries.

As cybersecurity threats continue their evolution toward greater sophistication, coordination, and cross-
sector targeting, the ability to share intelligence at the speed and scale of the threat is an existential
capability for organizational and national cybersecurity. FedThreat-Al provides the technical foundation,
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privacy architecture, and empirical validation necessary to make privacy-preserving federated threat
intelligence sharing a practical reality — completing the PhD research series and contributing a capstone
framework for the collaborative cybersecurity intelligence ecosystem of the Al era.
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